Initial Ideas on Supplementary Data for the EISCAT-3D system
(A discussion document from WP8)

1.
Introduction
At the recent EISCAT-3D “All Hands” meeting in Tromso (September 4-6 2006), it was noted that no specifications currently exist for the engineering data (gathered from the various monitors of system performance) nor of the metadata (data describing each data set) which should be associated with each set of measured data.  Since these data will impact on the data system being planned by WP8, we were asked to set out some initial ideas of which metadata and engineering parameters were required and what such supplementary data products might look like, so that this could be presented to the September EISCAT SAC meeting for discussion and comment.  The following document is a summary of our current ideas, which could provide the basis for a SAC discussion.

2.
EISCAT-3D Data Products

From the point-of-view of the user, the new EISCAT-3D radars will produce four types of data product:

(a) Analysed Data – These will comprise the results of standard analyses, processed with an agreed data analysis package.  For now, it is sufficient to assume that the package will be GUISDAP or something similar – since the provision of analysis software is not part of the design study.  These data will either use an accepted format (NCAR, madrigal) or a self-describing format such as XML, but with converters to produce the standard formats.   The main difference between the existing and future analysed data sets is that, at the transmitter site, there will be several simultaneous data sets, corresponding to data from multiple simultaneous beams.  At the receiver sites, the ability to generate simultaneous beams means that data from several simultaneous intersection volumes would be available.  Hence again there would be multiple simultaneous remote site data sets, though each much smaller than the data set from the transmit/receive site.
(b) Correlated Data – In order to preserve some permanent record of the raw data, one possibility is to store lag profile data from each beam in the same way as is done in EISCAT’s current raw data archive.  The advantage of storing correlated data is that they can be integrated in time – however the disadvantage is that storing profiles of multiple lags greatly inflates the data volume.  This can be mitigated by suitable range/height integration (e.g. to 2-4 gates per scale height) and by suitable time resolution (e.g. to summary data resolutions of a few seconds).  In order to make the data volumes tractable, it is also impossible to store correlated data measured over the whole 30 MHz bandwidth.  One possible plan is to store the data from three spectral passbands, containing the ion line and each plasma line.   The result is that the size of correlated data sets would be comparable with those from the present radars, except that 3n such data sets would be stored from each site (n beams * 3 spectral windows).
(c) Beam-formed data – These data are the uncorrelated sample-level data, taken from the signal processing stage after beam-forming but before auto-correlation.  Because these data are not coherent, they cannot be time integrated – this means that these data have to be stored at the sample resolution, resulting in one complete range profile per inter-pulse period.  This makes the volume of full-bandwidth beam-formed data very challenging, although it allows the data analyst considerable subsequent flexibility.  Because of their volume, it is anticipated that full-bandwidth beam-formed data will be stored in short-duration buffers, which will be over-written every few hours.  The onus would be on the experimenter to arrange for permanent storage of these data (on their own media) if required.  In practice, this will require some kind of automated process to detect interesting phenomena such as meteor head echoes, from which these data should be preserved.  It is not anticipated that full-bandwidth beam-formed data will form part of EISCAT’s permanent archive.  It is possible, however, that bandpass-limited beam-formed data could be permanently stored as an alternative to storing autocorrelated data.  This might be most compact way of storing the data, since it does not rely on preserving the whole lag profile matrix.  However, doing so requires at least two associated software processes; one to identify the bandpass windows needed to cover the dynamically changing offset frequencies of the plasma lines, and the second to deconvolve the effects of transmitter pulse modulation prior to bandpass filtering, since in short-pulse applications the bandwidth of the received signal is set by the width of the transmitter modulation band.
(d) Interferometry Data – It is intended that all sites of the new EISCAT-3D radar will implement interferometry as standard.  This means that each array will be routinely divided into sub-modules (the spacing/location of which will be designed with interferometry in mind), and the data from several pairs of modules will continuously be subjected to coherent detection tests, which will show whether sub-beamwidth scatterers are being recorded.  For the overwhelming majority of the time, the interferometry data will not be stored.  Only when the coherence threshold test is passed – assumed to be of order 1% of the time – will interferometry data flow to a large temporary storage area, like that of the beam-formed data above.  The idea is that these data can be copied to more permanent storage every few days/weeks.  Although the interferometry data will only be recorded very infrequently, the volume of these data will be large – and it is anticipated that the permanent storage of these data will be the responsibility of the experimenters involved, rather than an EISCAT responsibility.
3.
Supplementary Data for the EISCAT-3D radar
By themselves, the above data products (either beam-formed samples or correlation profiles) would not make much sense.  In order for them to be usable, they need to be accompanied by various kinds of supplementary data, which comprise both metadata (data about the data – e.g. describing the design of the experiment, and the composition of the data file), system-type engineering data (comprising monitoring information from the various radar sub-systems, to verify that the radar was working correctly and to specify parameters such as beam pointing direction, transmitter power which are needed for the analysis) and monitoring data derived from the various software modules used for signal processing, data storage and data analysis.  
These supplementary data products need to be stored in association with the data, and it is anticipated that they should be provided to the data archive and distribution system developed under WP8, via the interface to the Control and Monitoring work package (WP7).  The following is a first attempt to list which supplementary data products are required, and to specify the level at which they should be associated with each of the data sets described above. This is not an exhaustive list, nor does it try to specify exactly how the supplementary data should be included at the low level of formatting. The aim is to make a preliminary list of the things that ought to be associated with each data set, which SAC could discuss and to which further items could be added.
Supplementary data can be of (at least) three different types.  In listing each type separately, it is not necessarily implied that they should each be stored separately.  Indeed, there is considerable merit in having a single storage structure which associates the measured data with supplementary data which is as comprehensive as possible.  This does not necessarily imply that the supplementary data need to be very large – much of the supplementary data will probably change quite slowly, so that considerable use can be made of back-referencing etc.
Type 0: Specific to any radar operation

The idea of the Type 0 supplementary data is that it should contain things which change slowly over the lifetime of the facility i.e. on a timescale of months or years, but not on timescales associated with the day-to-day operation of the radar.  For example, this data type would not contain information about the design of particular experiments, but there would be information about the overall properties of the system configuration, e.g. the maximum possible transmitter power, the configuration and gains of the antenna arrays and sub-modules, and perhaps other things such as a database of known interfering signals.
One idea which has originated from within WP8 is that the type 0 supplementary data could contain some kind of “hardware inventory”, listing each specific hardware component (or groups of similar components) within the EISCAT-3D system. In the event of any hardware failure, or any known change in hardware status, a new entry could be added to the register of the hardware item concerned.  Recording hardware changes in this way would, over time, produce a complete log of the changes in status of each hardware component.  It would also allow the performance of like components to be compared, generic faults to be identified, trends to be predicted, and component lifetimes to be established.  

The type 0 data could also be used to define the specification of the lower levels of the supplementary data.  This information would include the allowed structure of the following data, e.g. the allowed keywords and the fields which each contain. One might think of the type 0 supplementary data as being equivalent to the current parameter block version number, defining some basic system parameters (without implying whether these capabilities are used in a particular experiment), as well as the size and contents of allowed data descriptors, the number of which might change slowly over the lifetime of the system, though not from experiment to experiment.  
Type 1: Specific to a given experiment
This data type would contain the information about a given experiment.  One can imagine that, although the new radars will operate continuously, many principles of their operation will be the same as at present.  The concept of “experiments” will still exist, in that the radars will be operated according to control files which define pre-set schemes for beam pointing, radar modulation, sampling, decoding etc.  Changes between such experiments would still be made according to some kind of schedule – however, the provision might exist at some level for such changes to be automated, perhaps in response to changing geomagnetic conditions or to alerts of forthcoming activity.  Whatever the criteria, a basic premise is that there are likely to be relatively prolonged periods of stable operation in which the radars are controlled by a coherent set of files which constitute an experiment, in the same way that we would currently recognise one.
Hence a pre-requisite is that the Type 1 supplementary data should describe the experiment design.  This experiment-specific information is assumed to be applicable to the whole run, so that by accessing it a user could discover the design of the experiment, including the way in which the modules/elements of the array are to be used, beam-pointing strategies, modulation and decoding schemes, data dump layout etc.

It is necessary that two kinds of experiment descriptions should exist.  Firstly, experiments could be described via human-readable descriptions of the modulation schemes, beam pointing strategies and dump layout, plus the experiment control files, which are the equivalents of ELAN, TLAN, NCO, FIL files. The information on the data structure should encompass the description of all the data types which might be produced by the experiment – including auto-correlated data, beam-formed data and interferometry data structures. These should be accompanied by the schedule notes – e.g. explaining why the experiment is being run and its scientific aims, together with human-readable notes on the optimal analysis strategy, and analysis strategy files.  
Secondly, the type 1 information should comprise files which, while not necessarily human-readable, would be understood by the analysis and visualisation software which subsequently operated on the data.  Examples would be the experiment initialisation and definition files required by GUISDAP, and the default specifications for the visualisations in rtg and in the display of real-time analysis.  These might not be the same as the settings actually used during a given experiment (see the Type 2 supplementary data) but should constitute a set of files which would enable a user coming to the data to understand, visualise and analyse the data from that experiment – at least at some basic level.
As well as defining the properties of the experiment, the type 1 data can also be used to define what happened (after the experiment) to the data from a given run.  For example, the type 1 data can be used to record how the data were analysed, what other data products exist (and where), notes on (and links to) associated geophysical data, and the locations of services running on that kind of data.  Any of the following might be useful:
· Links to analysis descriptors, notes on experiment, summary plots

· Supporting geophysical data – links out to Kp, IMF, aa, Dst – supporting data sets from other diagnostics.

· Links to other permanently stored data products in EISCAT archive (beam-formed, interferometric etc).

· If no other permanently stored data – information on who (if anyone) took a copy of those data.

· Links out to Grid services operating on that data type/format.

· Links into the wider STP data grid.

· Links to some kind of STP event log?

In short, as long as it makes sense for us to think of an individual experiment as a basic unit of radar operations, the type 1 data should define the design, properties and purpose of that experiment, as well as recording what happened to the data, how it was analysed and why (or if) it was interesting.

Type 2: Information obtained during experiments.
Type 2 supplementary information is based on the premise that there are many parameters which change during the execution of the experiment.  Some of these changes are deliberate – for example, the system properties generally change in an automated and planned way during experiments, as the hardware cycles through a pre-planned sequence of observations.  Alternatively, an operator can deliberately interrupt the automated progress of the experiment, deviating from the automated operation to change the utilisation of the array, steer the beam direction, alter the transmitted power or frequency or modify the signal processing strategy – either to correct a problem, or to respond to an external stimulus such as an interfering signal or a geophysical event.  Aside from human intervention, aspects of system performance such as transmitter power, receiver gain, system noise, and the utilisation of storage media would be expected to vary naturally within an experiment.
Type 2 supplementary data are of three kinds, comprising control and (two kinds of) monitoring parameters.  Such data probably involve a high level of redundancy, since it is possible that, of the parameters which can change, relatively few will actually change from dump to dump.  Thus, although the type 2 information probably ought to be repeated at every dump, a considerable amount of back-referencing ought to be possible, reducing its verbosity.  Even if we include verbose monitoring information at the stage of beam-formed data, we can always compress it subsequently e.g. by eliminating repetitions of the same-valued parameters when we store the data permanently.

Because Type 2 supplementary data can vary from dump to dump, it is implicit that these data should be time-stamped with (at least) data dump resolution, so that a given set of type 2 data are stored to represent the values in a given interval. 

Type 2 Control Data

The Type 2 control data are in some ways the easiest to define.  This comprises the log of changes to system settings and operational parameters made by operator intervention.  It should also include the ability for the experimenter to associate contemporaneous plots, comments and data from related diagnostics. This is basically equivalent to recording the log file as generated on the current system. The aim should be to produce a complete history of the experiment operations, which would allow the status of all the commandable variables to be established at any given time – starting from the initial experiment files at Type 1 and maintaining a log of how and why all of the commanded variables changed during the execution of the experiment. It should also record the rationale for why the experimental parameters have changed in the way that they have.
A novel attribute of the EISCAT-3D system which has been discussed is the use of an automated scheduling system, which not only specifies the scheduled experiments to be run, but also has a degree of built-in intelligence, allowing the automated interruption or modification of an existing experiment on the basis of particular (tightly specified) criteria.  Such a facility would be an interesting challenge to implement in practice, but if it is ever taken into operation, then the list of forthcoming experiments, any changes made to it, and the external information supplied to the scheduler, on the basis of which scheduling decisions are made, should also constitute part of the Type 2 control data.
Type 2 Engineering Data.

There should be a tight connection between the Type 2 control data and the engineering data, since an essential function of the monitoring system will be to verify that the commanded system settings are being realised in practice.  While the details of the hardware monitoring system are presently undefined, it is assumed that it will provide a monitoring capability for all aspects of the system which might have a subsequent effect on data quality and data analysis.  Data in this category are derived from actual measurements being made continuously on the hardware.
Examples include:

· Monitoring of transmitter mean and peak power, high voltage, pulse shape and phase (note that there will be multiple transmitters distributed across the array)

· Monitoring of active elements across the array on both Tx and Rx (could just be 0/1 for each element to show which antennas are operable)
· Total transmitted power

· Transmitter power per module

· Number and composition of array modules in use.

· Number of active elements per module

· Number of active beamformers

· Azimuth and elevation for each beam

· System noise (per module ?)

· Noise injection level (per module?)

· Polariser settings for each beam direction

· Amplifer/attenuator settings on each element/beam

· Sampling start time, end time, interval

· Settings of all local oscillators/IF frequencies

· Status and utilisation of data disks, availability of network links to other sites.

It has also been noted that much of the engineering data should be hierarchical e.g. element level data, module level data, array level data and that this might supply an important rationale for the way that such data are organised.

Type 2 Software Monitoring Data

Monitoring the hardware during experiments obviously provides a great deal of critical information, such as details of transmitter and array performance and the settings applicable to any stages of the signal processing done in the analogue domain with hardware. Since the vast majority of the signal processing and subsequent analysis will be done in software, an important class of monitoring data can be obtained from monitoring the performance of the various system software.  In principle this includes not only the signal processing programs, but also programs such as the real-time analysis and the programs which continuously search for plasma lines and in-band interferers.

· Delay coefficients used for each beam

· ADC settings (no of bits)

· Settings of bandpass limit for plasma line detection

· Ion line detected (y/n)

· Upshifted plasma line detected (y/n)

· Downshifted plasma line detected (y/n)

· Known in-band interference detected (y/n) 
· Unknown in-band interference detected (y/n) 
· Frequencies of detected plasma lines and other in-band signals  
· Decoding program running (y/n)

· Lag wrap running (y/n)

· Data dump length

· Zero lag profile

· Sanity check on lag profile data (e.g. Lag 0 > Lag 1)

· Number of fitted heights per beam from real-time analysis
· Raw electron density profile for each beam

· Sanity check on results from real-time analysis

· Coherence value

· Coherence threshold exceeded (y/n)

· Interesting data identified (y/n)

· Beam-formed data flowing to disk (y/n)

· Interferometry data flowing to disk (y/n)

· Data disk utilisation and time remaining for each beam:  correlated data, beam-formed data.
· Data disk utilisation and time remaining: interferometry data
· Time of last data copy for each beam (as above) and for interferometry data

Something worth considering is whether to associate a simple n-bit status word with each data dump, as was done on the old pre-renovation mainland system, with each bit being connected to a particular class of error (e.g transmitter, beam pointing, polarisation combination, signal processing, inter-site communications, archive status, status of other diagnostics such as the heater etc).  While the setting of the various binary bits in such a status word would not be as useful as the full type 2 monitoring information above, it might provide convenient shorthand for identifying errors, which could be read by associated software, such as the analysis program, to enable data segments unsuitable for further processing to be easily identified.
3.
Time Stamps and Time Resolution of Supplementary Data

In principle we could measure at least some of the engineering supplementary data at a frequency close to the sample frequency – for example we could digitally record the waveform of every transmitted pulse at every element for each IPP.  This would obviously make the metadata very large, and begs the question of whether it would really be sensible to do this, since it is possible that we would not want to (or be able to) associate each reception with its corresponding transmitter pulse shape in analysis.  It might make little sense to output data at anything less than the time resolution which we would use for the basic correlated (or bandpassed beam-formed) data.  In the case of correlated data, we might wish to integrate for a few seconds, as with the present archive. However, in the case of beam-formed data, sample streams could be stored at a time resolution determined by the IPP, and a coarser resolution might be appropriate for the engineering data.  
Because they would probably contain at least one n-element array (where n is the number of elements) the volume of the engineering data might be appreciably larger than the existing parameter blocks – but probably significantly less than the volume of the default data product for most experiments.  Each block of autocorrelated data (or every n blocks of beam-formed data) might thus be associated with a block of type 2 supplementary data.  Type 0 and type 1 supplementary data might be written once, at the start of each experiment.  Any changes to the settings would in any case be covered in the type 2 data. 
An alternative idea, which would have a similar effect, is to use a system of check-pointing and change monitoring.  Checkpoints would occur at regular intervals, at which the full system status would be recorded at all levels.  Between these times, only changes to the system parameters would be recorded.  The frequency of checkpoints could be adjusted according to the frequency of recorded changes, or the frequency of changes expected, so that full check-pointing was carried out more frequently in very dynamic experiments, and less often in experiments where the system configuration was stable over long periods.  Obviously, check-pointing should also be used to compare measured with expected values, any mismatch corresponding to an error which should be flagged.
Although it might be desirable to do so, it might not always be possible to write the data and all of the supplementary monitoring and control data to the same file.  Some of the signal processing programs and the monitoring programs will inevitably run asynchronously, making it inevitable that any association of autocorrelated/beam-formed and supplementary data with the same time stamps could only be done at a later stage.

An obvious situation in which the signal processing and parts of the monitoring data might be highly asynchronous is when output from real-time analysis programs, such as a raw electron density profile, or the number of fitted gates per file, are included as part of the monitoring data.  Since the “real-time” analysis might not in practice keep up with data-taking, and would possibly be run on a machine separate from that used for signal processing (but which would need to access the data) it might be necessary to store these products as another, separate time-stamped stream.
For the subsequent association of data and supplementary data to be done, there would need to be a subsequent process which sweeps up all the various classes of monitoring information (i.e. those parameters coming directly from the hardware monitoring, those from the signal processing software and those from the real-time analysis) and concatenates them all into a single structure.  Alternatively, any monitoring information asynchronous with the data could simply be stored in a separate file.  The latter option should not be a problem as long as there are processes to monitor that each type of file exists and is being updated.

4.
Other Commnents.

This document has been produced as a first attempt to start some thinking about the kinds of parameters which needed to be communicated from WP7 (control and monitoring) into the data system of WP8.  Obviously this imposes some requirements on the monitoring systems which need to be put into place alongside the basic hardware, and also pre-supposes the existence of utilities, such as analysis programs, which are currently outside the remit of the design study. Once the monitoring data exist they will be picked up by other real-time systems such as the visualisation system and real-time hardware/software alarms, the design of which is another interface area affecting WP7 and WP8.

One issue that we have deliberately not addressed is that of detailed storage format at the bit/byte level.  The actual low-level storage format is probably not a significant issue as long as the data storage is able to comply with the higher-level requirements discussed above.  It seems an attractive idea to use something like XML to describe the higher-level structure of the supplementary data – the idea of creating a formal template and syntaxes for the content of such data seems appealing, since it provides a formal method of ensuring that all the information needed to interpret an experiment will actually exist. However, XML is one of a family of standards which achieve the same basic aim – standards like NetCDF and HDF are possible alternatives.  
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