Data Products and Data Formats from the EISCAT-3D System:  
A discussion document for SAC.
Introduction

At the forthcoming meeting in Uppsala, SAC will hear a number of reports on the current status of the EISCAT-3D design study, which has now completed its first year.  Obviously, a number of design study decisions will impact the kind of science which can be delivered with the new radar, and it is important that SAC should express an opinion on these issues.

This document is being written from the perspective of Work Package 8, which is responsible for designing the archive and data distribution systems for the new radar.  Discussions and modelling of data rates which we have undertaken during our first year have produced an initial indication of which data products we expect to be able to store, some ideas of how we plan to store them and for how long, and of the volumes of data which might be involved.  It is important that SAC should comment on these ideas before they become firmly established in the system design.  We would appreciate guidance from SAC in the following areas:
1) Is it scientifically more useful to store band-passed, beam-formed data or decoded auto-correlated integrated data?

2) Is it acceptable to store the full-bandwidth beam-formed data in short-term cyclic storage, and are such data useful?

3) Should the data include sampling of every transmitted wave form?

4) How should the data be described?
5) What engineering data need to be kept?
6) How will users interact with the data?

Let us look at each of these questions in turn.

1.
Band-passed, beam-formed data or decoded auto-correlated integrated data?
Two alternative long-term stores are proposed:-
Band-passed, beam formed data – these data allow the user a very high degree of flexibility, e.g. in performing their own decoding, forming their own autocorrelation functions and integrating them.  However, it may be that users do not want such flexibility, or at least do not require it to be provided as standard.  This could be the most compact method of storing the data, but would first require the deconvolution of modulation bandwidth effects.
Correlated data – these data would resemble the current EISCAT archives.  However, storing the full correlated data from continuous multi-beam operations is very challenging, since these data could be very large.  To make the data set manageable will require some pre-integration in range or time, but this will remove information which could not subsequently be recovered.   

SAC opinion on the usefulness of these two alternatives would be appreciated.
2.
Full-bandwidth short term storage?
The full 30 MHz bandwidth beam-formed data is considered too large for routine long-term storage.

SAC’s opinion is required on the usefulness of enabling temporary storage of the full-beamwidth data for of order 1 day. Would such data be useful and what (automated) tests could be used to detect events which might cause this kind of data to be extracted from the cyclic buffers?
3.
Sampling the transmitted wave form?
SAC may wish to comment on whether it is necessary to record and store the shape of each transmitted pulse and how that information might subsequently be used.

4.
Describing the data?

An aspiration of the design study is for the EISCAT-3D data to be self-describing. Several alternative methods have been suggested (e.g. XML/HDF/NetCDF). See the discussion in the “Background” section on pages 5 and 6.
SAC input on the usefulness of self-describing data would be appreciated, also SAC could comment on whether there are other ways of achieving this.

5.
Engineering Data?
A proposal for a “checkpoint” and “change” record for storage of engineering data, recognizing the differing time constants in the system, has been made.  The attached document “Initial ideas on supplementary data for the EISCAT-3D system” sets out some initial ideas of the engineering data that might be available.

SAC views on storage of these data would be appreciated.  
6.
User interaction?

If we store band-passed beam-formed data in the archive it will grow by several tens of terabytes per year (cf <10 terrabytes for 25 years of EISCAT so far).  Shipping multiple copies of such large data sets around the public internet is likely to be impractical.   This means that the computers carrying out the data analysis will need to be close to the radar sites, so that the data can be shipped on high-bandwidth, proprietary networks.  This will change the way that users work with the data – since it will become less practical to analyse data on remote machines.
Users wanting to access full bandwidth beam-formed data or interferometry data would need direct access to the proposed cyclic buffer storage systems at each radar site
SAC ideas on how users might interact with the data storage systems would be welcome.
Background
We identify four distinct types of “raw” data in the EISCAT-3D system:-
a) Sample-level data comprises the actual samples taken from each element of the array.  The volume of these data is huge, since we expect to be sampling two orthogonal polarisations streams from each of perhaps 15,000 array elements per site at a frequency of order 80 MHz.
b) Beam-formed data comprise the results of combining the sample-level data into uncorrelated beams, using a technique called digital phase delay filtering.  It is anticipated that each site will have the ability to generate of order 6 quasi-simultaneous beams. At the transmitter site, we anticipate that these gates will provide full range coverage.  The data coverage in the remote site beams will, of course, be limited by the intersection volume, making remote site data significantly smaller. The beam-formed data are essentially similar to current EISCAT baseband data.  Samples are still incoherent, and hence cannot be integrated in range or time.
c) Correlated data will be familiar to all existing EISCAT users, since this is the data type which comprises EISCAT’s current permanent archive.  Auto-correlated data have the advantage that they can be integrated in range or time, reducing the data volume.  However, this is mitigated by the fact that these data are inherently two-dimensional (range x lag) whereas the beam-formed data are only 1-dimensional (range).  The variables defining the size of this data set are the number of lags, range resolution and time integration. Correlated data would be generated from the beam-formed data.  This could be done on demand if beam-formed data were stored in the EISCAT archive.  If the archive were composed of correlated data, however, range and time integration would be needed to make the data volumes tractable and these could not subsequently be reversed.

d) Interferometry data will be a new standard data product from the EISCAT-3D radar system, however such data will only be produced for a small percentage of the time.  The aim is for each array to be configured into a number of modules, each of which will be used to form a “beam” for interferometric studies.  Data from a few pairs of such modules will continuously tested for the presence of coherence between them, which would imply the existence of sub-beamwidth scatterers.  For the vast majority of the time, no such coherence will be detected and no interferometry data will be recorded.  During the time when the coherence threshold is exceeded, however, the beam-formed data from each module will be streamed to disk for subsequent post-processing.
Storage Requirements

a) The sample level data are produced at a rate of tens of TB per minute. If it were possible to store this, any number of beams could be formed by appropriate post processing.  However, a data rate of several tens of TB per minute makes any kind of storage of these data impractical. The data would be passed direct to beam formers. 
b) Beam-formed data. The 30 MHz bandwidth data would produce of order 20 TB per day per beam [several times the volumes proposed for the Large Hadron Collider]. Some degree of volume reduction might be possible by compressing the higher-order bits of the ADC (which we expect to be unused most of the time). These data could be accommodated on temporary storage, which would be over-written something like once per day. One option is the use of a “pendulum” type system in which one set of disks could be written while the other is being copied.  One solution to this short term storage that we have investigated would be the use of VLBI recorders as used by the radio astronomy community.
For such a facility to be useful, users would need to have some way of monitoring the beam-formed data, deciding which data to keep, and have some means of moving the data to their own media for more permanent storage.  SAC should consider how likely it is that users would actually want to do this, to establish whether the use of cyclic buffers for full-bandwidth beam-formed data is really a cost-effective option.

If full-bandwidth data were required the onus would be on the experimenter to identify whether any of these data were interesting enough to keep, and if so to copy them to more permanent storage elsewhere (the provision of which would not be an EISCAT responsibility).  

Only a relatively small fraction of this bandwidth is actually scientifically useful.  The useful elements of the spectrum comprise the ion line and the two plasma lines, recognising that there may be multiple instances of each in multi-frequency experiments. It might also occasionally be useful (for technical rather than scientific reasons) to measure the spectral characteristics of in-band interfering signals.  However, all of these requirements only demand a small fraction of the 30 MHz bandwidth which we will sample.

The ion line, for example, is never more than 200 kHz wide – and frequently much narrower (of order 50 KHz in the F-region, 10-20 KHz in the E-region).  While it is possible for plasma lines to display considerable structure (e.g. during heating experiments which excite parametric decay instabilities) such widths would probably never exceed 100 kHz.  The science data hence occupy only something like 300 KHz, or 1% of the measurement bandwidth, though it is not necessarily easy to determine exactly which 300 kHz is required, since the plasma line frequency varies dynamically as a function of range and time.  If a reliable way could be found of bandpass filtering the beam-formed data, so that only the interesting part of the bandwidth was preserved, it would be possible to store the resulting data permanently, since the volume would be of order 200 GB per day per beam or 60 TB per year per beam.  In the case of the plasma lines, this would rely on the presence of an automated detection process in the signal processing chain which would identify the bandwidth containing the plasma line and mark that section of data for permanent storage.
In short pulse experiments, the required receiver bandwidth is set by the modulation bandwidth, not the target bandwidth.  Hence in order to store band-limited data as described above, the effect of the pulse modulation would first have to be deconvolved from the returned signal.  Currently this is done in analysis.  

c) Autocorrelated data. From a user’s perspective, permanently storing the autocorrelated data would result in an archive similar to the present one (though larger because of the multiple quasi-simultaneous beams).  However, storing autocorrelated data relies on the fact that decoding, sample decimation and correlation have already been done in the signal processing system, and there is hence no flexibility for the user to go back and reprocess the data if that is appropriate.

Some users might prefer to be presented with an archive of data in which decoding and correlation had already been done.  However, some users might prefer to do these things themselves, using equivalent programs to the present decodump and lag_wrap, which would then become external utilities.  Presently these processes are somewhat hidden from most users, and it might be useful to make them more explicit and to give users greater choice in how to post-process the baseband data. 

d) Interferometry will nominally only be carried out over the ion line bandwidth, and probably over a limited range extent.  However, when interferometry data are flowing to disk, the volume will be large (tens of MB per second). It is likely that most of the interferometry data will never be recorded to disk, since the coherence threshold corresponding to the detection of sub-beamwidth scatterers will probably rarely be exceeded.   Even when interferometry data are being recorded, the recording will be only to short-term cyclic buffers, because the interferometry data volumes are so high.  Although these buffers may take hours or days to fill, depending on the number of events detected, the onus will still be on those experimenters working with the interferometric data to move them to their own media if permanent storage is required.  

In addition to these “raw” data types we also have:-

e) Analysed data. In comparison to the volumes of the data products above, the storage of analysed data is not a significant issue.  Depending on user demand, the possibility would exist to make multiple analyses of the same data using different assumptions e.g. different models.  Given that the volume of beam-formed and/or autocorrelated data needed to create the analysed data is high, it is assumed that at least an initial version of the analysis will be produced using on-site computing resources.  

f) Supplementary Data. With the exception of the full system diagnostic data which might be recorded at each checkpoint, the volume of the supplementary data is probably not large in relation to that of the beam-formed or autocorrelated data. One issue which will significantly affect the volume of the supplementary data is the way in which the transmitted waveform is sampled.  SAC might wish to comment on whether it is necessary to record and store the shape of each transmitted pulse and to preserve that information (e.g. for use in data analysis).
Data Formats
In discussing the data format, we have taken as a starting point the idea that the EISCAT-3D data should be sufficiently comprehensive that it should be possible for a user to reconstruct the experiment and system configuration, and to analyse the data in the absence of any other a priori information.  
This implies that the data should not only be self-describing, in the sense that each data field has associated descriptors specifying what it contains and how its contents are stored, but also sufficiently comprehensive that everything needed to understand and work with the data can easily be found either directly from the data file, or from supplementary information associated with it.

While the low-level format in which the integers corresponding to the beam-formed (or auto-correlated) data are stored is relatively unimportant, a key requirement is that, at the higher level, a data set should be self-contained, intelligible to the user and interact easily with the software modules which need to access its contents.  This implies the need for a storage scheme which encompasses both data and metadata, possibly based on a self-describing schema like XML, which is becoming an increasingly standard way of representing data (and of accessing it in software).  Other possible formats, which would allow the same functionality, include HDF and NetCDF.  The fact that such self-describing formats contain an implicit specification of the number and type of variables which are needed to constitute a fully valid and conformant data set, allows us to ensure that all of the information needed for a user to reconstruct the system status would actually be present in the required form.
What kind of engineering data and metadata are important to keep ?
The metadata and engineering data needed to reconstruct the status of the system can be thought of as comprising three types.  Some data, e.g. associated with the configuration of the array modules, the maximum possible transmitter power and perhaps including a database of known interfering signals, might change slowly over the lifetime of the facility – on a timescale of months or years, but not on the timescale of day-to-day operations.  A large amount of metadata, and a substantial amount of the engineering data, will change from experiment to experiment, but might not change within an experiment itself.  Examples would be the data dump length, control files used to run experiments etc.  Finally, there are a very important group of parameters, such as transmitter power, beam pointing, frequencies of plasma line filters etc, which will change on very short timescales within an experiment, either stochastically or cyclically.  As data move through the system additional metadata would be generated describing the processing at each stage. 
The slowest-changing data are predominantly hardware-related e.g. describing the status of the array, transmitters etc.  The fastest-changing data are also predominantly engineering data e.g. relating to the transmitter or beam-formers, but include a significant amount of control data, i.e. the commands which were given to change the system status, especially if these commands over-rode the default operation of the experiment as specified in its control files.

To accommodate the varying timescales associated with these changes, we propose that the logging of metadata and engineering data should use a mixture of check-pointing and change monitoring.  A full diagnosis of (certain aspects of) system status could take place at regular intervals, and a regular series of such checkpoint information should be stored.  Along with this check-pointing (which might be carried out on different timescales for different aspects of system functionality) there should be regular monitoring of system changes right down to the IPP level. However, the presence of the checkpoint data removes the need to store the full system status at each IPP.
The attached document, “Initial ideas on supplementary data for the EISCAT-3D system”, sets out some initial ideas on the type of data which WP8 might expect to receive from WP7 (the control and monitoring work package) and the way in which we might handle these from an archiving point-of-view.  SAC’s views on these issues would be appreciated.

How will users interact with the data ?
At this stage of the Design Study, it is somewhat premature to specify exactly how users would interact with the EISCAT-3D archive.  However, it is already clear that the new arrangement will have to be somewhat different from the present system.  A significant factor is that the EISCAT-3D raw data volumes will be large compared with those that we are currently used to.  For example, storing bandpass filtered beam-formed data would produce a data set of several tens of terabytes per year, compared to < 10 terabytes for the whole 25 years of EISCAT data so far.
One obvious implication of this is that it is probably unwise to plan on moving large amounts of “raw” data around on the standard public internet.  Whereas in the current arrangement, an accredited user could go to the Kiruna archive and download autocorrelated data direct to their own machine, in the future it might make more sense to locate the computing assets needed to process the data in close proximity to the raw data archive. 
Operating a login-based computing service based at, or very close to, the radar site would allow data to be transported to the archive using proprietary data links capable of higher bandwidth.  Co-locating the data analysis facility with the archive would then remove the need to transport the rawest stored data products – users undertaking their own recorrelation or data analysis would, in the process, greatly reduce the data volume and generate products which would be suitable for onward transfer via the internet.
Users wanting access to the full bandwidth beam-formed data, or to the interferometry data, would need to copy these data directly from the storage devices at the radar site, and this would have to be done on a timescale of hours or days, depending on the latency of the high-volume storage buffers on which these data were recorded.  For this to be done routinely, some automated methods would be needed for deciding which data should be copied and initiating the copy.  The need for manual intervention should be minimised as far as possible.
Summary 
This document has set out the current thinking in Work Package 8 of the design study, regarding the types of data products from the new radars that might be stored, the associated data volumes and the storage lifetimes of each product.  Decisions made in this work package will have important implications for the scientific users of the data, and there are important connections between the data distribution and archive system (WP8), the signal processing system (WP9), the interferometry system (WP5) and the radar control and monitoring system (WP7).

It is important that the SAC should give us some feedback about whether the data products which we have identified are the correct ones, and whether there are potentially serious omissions/problems in the strategy proposed above.  Particular questions include the pros and cons of storing beam-formed data vs auto-correlated data, the usefulness of the cyclic buffers to store full-bandwidth beam-formed data, the arrangements for time-limited storage of interferometry data, the plans to record fully self-describing metadata and the need to have user-accessible processing hardware located close to the radars.  SAC needs to comment on these issues before these plans become too firmly enshrined in the design, at which point it might be difficult to make changes.
Steve Crothers, Ivan Finch, Paul Gallop, Ian McCrea, Derek McKay, 
14 September 2006.

